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ABSTRACT 
 
When asked to discriminate between two stimuli that diNer along some dimension, such as 
intensity, frequency, or orientation, humans exhibit a smallest stimulus diNerence, or 
threshold, below which discrimination becomes impossible. These limits on perceptual 
sensitivity have traditionally been explained by internal noise. Contemporary theories 
instead link perceptual sensitivity to eNicient coding of the natural environment but have not 
been comprehensively tested. Here, we measured the psychoacoustic sensitivity of a 
computational model optimized for everyday sound localization and recognition tasks. We 
used linear classifiers operating on the model’s learned representations to estimate 1632 
thresholds spanning the perceptual dimensions of sound. These model-derived thresholds 
closely matched thresholds measured behaviorally in humans on the same test battery. The 
results show that many classical psychophysical phenomena emerge from representations 
optimized for natural behavior and suggest that discrimination thresholds are determined by 
linear separability in these optimized representations, rather than intrinsic neural noise. 
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INTRODUCTION 
 
Our perceptual systems are generally adept at sensing and interpreting the world around us 
but nonetheless have limits to their acuity. For more than a century, psychophysical 
thresholds – measurements of the smallest stimulus diNerences humans can perceive – 
have been the primary means of characterizing these limits. 
 
Thresholds place strong constraints on theories of sensory processing. DiNerences in 
perceptual sensitivity along stimulus dimensions, such as spatial frequency1 and color2 in 
vision, and interaural phase3 and temporal modulation4 in audition, have long been 
interpreted as evidence for specialized neural mechanisms. However, less attention has 
been given to the absolute magnitude of perceptual sensitivity: why are organisms not more 
or less sensitive to stimulus diNerences? 
 
Traditional mechanistic models often explain perceptual limits by positing internal noise3,5,6. 
To quantitatively predict human thresholds, these models typically assume sources of 
variability motivated by the stochastic nature of biological hardware, including variability in 
neural spiking, synaptic transmission, and molecular processes7. Under this view, 
perceptual sensitivity is fundamentally constrained by the unreliability of neural machinery. 
 
An alternative possibility is that perceptual limits reflect what is needed to enable natural 
behavior8. ENicient coding theories propose that sensory systems allocate limited biological 
resources according to environmental statistics while reducing redundancy in sensory 
representations8–13. Commonly occurring stimuli may thus be encoded with higher fidelity. 
More recent instantiations of eNicient coding theories further argue that eNicient codes 
determine the best achievable discrimination thresholds14,15. However, eNicient coding 
theories are not presently able to derive representations of multiple stimulus dimensions, 
making the full implications of such theories diNicult to test. 
 
By contrast, deep learning provides a way to derive rich multi-dimensional representations 
that subserve tasks and has enabled a new generation of perceptual models. Models 
optimized for real-world sensory tasks capture many aspects of human perceptual behavior, 
including speech recognition16,17, object recognition18,19, pitch perception20, sound 
localization21, selective auditory attention22, and perceptual confidence23. Here we ask 
whether task-optimized representations can account for the quantitative limits of human 
perception. 
 
A priori it seemed possible that natural behaviors might substantially constrain the precision 
with which sensory information is represented. To support such behaviors, sensory systems 
must preserve stimulus diNerences that are behaviorally relevant, while also having little 
incentive to represent diNerences smaller than those that improve the performance of 
ecological tasks. Consistent with this idea, task optimization via gradient descent has been 
argued to create representations that embody eNicient coding by being more sensitive to 
commonly occurring stimulus features, and to accordingly determine the discriminability of 
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basic features24. However, previous tests of this proposal have been limited to qualitative 
tests for three visual dimensions (orientation, hue, and spatial frequency)24, leaving it 
unclear whether task optimization can broadly account for perceptual sensitivity. 
 
Here, we present a model optimized solely for naturalistic auditory behavior and test 
whether such optimization is suNicient to produce the qualitative and quantitative 
characteristics of human perceptual sensitivity. The model was jointly trained to localize and 
recognize words, voices, and environmental sounds from simulated auditory nerve 
representations of natural scenes. We then measured 1632 psychoacoustic thresholds from 
the model across 31 experiments, assessing sensitivity along the principal dimensions of 
auditory perception as well as their interactions. The results suggest the characteristic limits 
of human hearing can largely be explained by perceptual representations optimized for 
everyday listening behavior. 
 
 
RESULTS 
 
Model construction 
 
To obtain a model capable of performing everyday hearing tasks, we trained a deep neural 
network to jointly localize and recognize words, voices, and environmental sounds from 
simulated auditory nerve representations of naturalistic scenes (Fig. 1a). These tasks were 
chosen because they represent common listening behaviors that plausibly shape auditory 
perception and can readily be operationalized with supervised machine learning17,25. We do 
not claim these tasks are uniquely important; rather, they provide a representative sample 
of real-world auditory behavior. The network consisted of a shared trunk of six convolutional 
layers followed by four parallel task-specific branches, each consisting of four convolutional 
layers. This architecture encouraged the development of representations useful across 
multiple behaviors while allowing specialization for individual tasks16. All model parameters 
were optimized solely for performance on these ecological tasks, and the model was never 
fit to human behavioral data. 
 
Model optimized for ecological tasks exhibits human-like behavior on its training tasks 
 
We compared the model’s localization and recognition performance with that of human 
listeners on matched tasks and stimuli (aside from minor implementation diNerences; see 
Methods). The model exhibited qualitatively and quantitatively human-like behavior across 
a range of auditory benchmarks, including natural sound localization in noise17 (Figs. 1b and 
1c), word recognition in real-world noise16,17 (Figs. 1d and 1e), word and voice recognition 
with pitch-shifted speech26 (Figs. 1f and 1g), environmental sound recognition25 (Figs. 1h and 
1i), and speech reception thresholds across spatial configurations and acoustic 
environments27 (Figs. 1j and 1k). Previous work has accounted for some of these behaviors 
with separate models optimized for either localization or recognition tasks17,25. Here, we find 
that a single multi-task model can account for human behavior across domains. Moreover, 
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the model’s speech reception thresholds exhibit human-like spatial release from masking28, 
demonstrating that human-like interactions between spatial hearing and speech recognition 
emerge in a system optimized for naturalistic listening behavior. These results are all 
consistent with the possibility that the model converged on human-like solutions to its 
ecological training tasks. 
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Figure 1. A model optimized for ecological hearing tasks reproduces characteristics of human sound 
localization and recognition behavior. (a) Schematic of the convolutional neural network trained to localize 
and recognize words, voices, and environmental sounds from simulated auditory nerve representations. (b) 
Sound localization in noise task. (c) Comparison of human and model sound localization performance, 
assessed by measuring mean absolute azimuth, elevation, and spherical error as a function of signal-to-noise 
ratio. (d) Word recognition in noise task. (e) Comparison of human and model word recognition accuracy 
across 69 background noise conditions. (f) Familiar voice recognition task. (g) Human and model word and 
voice recognition accuracy measured using speech from familiar talkers whose voice has been pitch-shifted 
by increasing or decreasing fundamental frequency (F0). (h) Environmental sound recognition task. (i) 
Comparison of human and model environmental sound recognition performance across 51 diJerent sound 
classes. (j) Speech reception thresholds were measured for diJerent spatial configurations of speech and 
noise sources. (k) Human and model speech reception thresholds measured as a function of the spatial 
separation between speech and noise in three acoustically distinct rooms. Human-model similarity for each 
task is quantified using Pearson (r) and Spearman (r) correlation coeJicients. Human data in (c), (e), and (g) 
are from ref.17. Human data in (i) and (k) are from refs.25,27, respectively. Error bars indicate ±1 s.e.m. 
 
 
Psychoacoustic thresholds measured from the model’s learned representations 
 
To ask whether optimization for ecological perceptual tasks is suNicient to explain the limits 
of human perception, we measured the model’s psychophysical thresholds. Perceptual 
sensitivity is commonly characterized with experiments in which participants make binary 
detection or discrimination judgments about pairs of stimuli that diNer along a controlled 
stimulus dimension6. We simulated such experiments by training linear classifiers to 
perform two-interval two-alternative forced-choice (2I-2AFC) tasks using the model's 
learned feature representations (Fig. 2). Classifiers were trained to convergence, and their 
performance was used to construct psychometric functions from which perceptual 
thresholds were inferred. 
 
For instance, to measure audiometric thresholds, we evaluated the model on two-second 
stimuli, each corresponding to a single two-interval trial. The two intervals were presented 
in random order, with one containing silence and the other containing a pure tone whose 
frequency and level varied across trials. We recorded the model's internal activations for 
each trial and trained a linear classifier to report whether the tone was in the first or second 
interval. Thresholds were then estimated from psychometric functions relating classifier 
performance to tone level at each test frequency. The linear classifier was intended to be 
analogous to the decision rule a human listener might use to perform the same task using 
their internal representations.  Linear classifiers were chosen on grounds of parsimony, as 
an unbiased way to evaluate the information made explicit in the model’s representations. 
 
Reasoning that psychoacoustic task judgments are plausibly based on general-purpose 
auditory representations, we measured thresholds using activations from the deepest 
model stage shared across the ecological training tasks (layer 6). Results obtained from 
other model stages are presented at the end of this section. 
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Figure 2. Model psychoacoustic thresholds were estimated via linear classifiers operating on the 
network’s learned representations. Thresholds were inferred from the performance of binary classifiers 
trained to perform 2I-2AFC tasks using the model’s layer 6 activations as input. 
 
 

 
 

Table 1.  List of psychoacoustic experiments.  Columns indicate the perceptual dimensions assessed, 
number of thresholds measured, 2I-2AFC task, and source of human data. Horizontal bands group 
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experiments with similar dimensions or tasks: intensity, time, frequency, modulation, and binaural 
phenomena, as well as binaural masking level diJerences. 
 
 
Ecologically optimized representations support human-like psychophysical thresholds 
 
We measured 31 diNerent types of thresholds to comprehensively characterize perceptual 
sensitivity along the four principal dimensions of the auditory input -- intensity, time, 
frequency, and interaural disparity -- as well as their interactions (Table 1). For each 
experiment, we compared model thresholds with those reported for human listeners with 
normal hearing. We quantified absolute agreement using model-to-human threshold ratios 
(Fig. 3a, first column) and agreement in the relative pattern of thresholds across stimulus 
conditions using Spearman rank correlations (Fig. 3b, first column). Across the battery, the 
ecologically optimized model showed close overall agreement with published group-level 
measures of human perceptual sensitivity. Model-to-human threshold ratios were centered 
near unity (median = 0.96), and model and human thresholds were strongly correlated 
(median r = 0.81, across correlations computed separately for each experiment). Results for 
individual experiments are examined in later sections. 
 
Peripheral and untrained model representations underestimate human sensitivity 
 
To test whether human-like thresholds required optimization for auditory tasks, we 
measured thresholds from two control representations: the peripheral auditory nerve 
representation that serves as the input to the neural network (Fig. 3, second column) and the 
layer 6 activations of an untrained, randomly initialized network operating on the auditory 
nerve input (Fig. 3, third column). The peripheral model tested the extent to which perceptual 
behavior could be inherited directly from the auditory periphery. The untrained model tested 
the contribution of the model architecture in the absence of learned representations. 
 
Although these control models produced human-like thresholds for some simple 
experiments, their thresholds were substantially elevated relative to human listeners across 
the full battery (median model-to-human threshold ratios = 2.49 and 2.09 for the peripheral 
and untrained models, respectively; Fig. 3c). Their correspondence with the relative pattern 
of human thresholds was also substantially lower (median r = 0.47 and 0.34, respectively; 
Fig. 3d). Together, these results indicate that much of the model’s human-like 
psychoacoustic behavior arises from learned representations rather than from the hard-
wired auditory periphery or model architecture. 
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Figure 3. The ecologically optimized model exhibits human-like thresholds across a battery of 31 
psychoacoustic experiments. (a) Comparison of absolute thresholds between human listeners and four 
model variants for each experiment. Columns show model-to-human threshold ratios computed from the 
model optimized for ecological hearing tasks (magenta), the model’s peripheral input representation (green), 
an untrained version of the model (orange), and versions of the model optimized separately for each 
psychoacoustic task (blue). Aggregate distributions of threshold ratios were obtained by bootstrapping 
threshold distributions for each experiment and combining. (b) Spearman correlation coeJicients quantify the 
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relative similarity between human and model thresholds across stimulus conditions within each experiment. 
Distributions of median correlation coeJicients were obtained by bootstrapping across experiments. (c) EJect 
of model variant on median model-to-human threshold ratios. (d) EJect of model variant on human-model 
correlation coeJicients. P-values and W-statistics are shown for Wilcoxon signed-rank tests comparing 
median values (thick lines) across the 31 experiments (thin lines). Rank biserial correlation coeJicients and 
Cohen’s d eJect sizes are shown for each comparison. 
 
Psychoacoustically optimized model representations overestimate human sensitivity 
 
To test whether human-like thresholds depend specifically on optimization for ecological 
hearing tasks, we separately optimized the network for each psychoacoustic task (Fig. 3, 
fourth column). Rather than holding the network weights fixed and training only a linear 
classifier, we jointly optimized the network and classifier weights to maximize performance 
on each psychoacoustic task. The weights were separately optimized for each task, creating 
a family of models we collectively refer to as the “psychoacoustically optimized model”. 
These models provide approximate lower bounds on the thresholds possible given the 
information available in the auditory nerve input (note that lower thresholds correspond to 
better performance). 
 
The psychoacoustically optimized models substantially exceeded human performance 
across the battery (median model-to-human threshold ratio = 0.23). They also showed lower 
correspondence with the relative patterns of human thresholds (median r = 0.72) than the 
ecologically optimized model showed (Fig. 3d). These results suggest that human thresholds 
do not reflect optimal performance on psychophysical tasks given the information available 
in the sensory input. Human thresholds are better explained by the information that can be 
linearly decoded from representations optimized for naturalistic behavior. 
 
Peripheral neural stochasticity does not strongly constrain thresholds 
 
The only source of internal noise in the model was stochastic spike sampling in the auditory 
nerve input representation. We included stochasticity at this stage because the auditory 
nerve input modeled discrete spike counts, and random sampling provided a convenient 
floor on the model’s absolute audibility. To assess whether this peripheral stochasticity 
limited perceptual sensitivity, we measured thresholds from a fully deterministic model 
variant. This model was optimized for the same ecological tasks using an auditory nerve 
representation in which sampled spike counts were replaced with the underlying expected 
firing rates. Eliminating spike variability makes the auditory nerve rate-level function 
invertible, removing the stochastic limitation on audibility. The deterministic model 
performed slightly better on the ecological training tasks but still closely matched human 
sound localization and recognition performance (Supplementary Fig. 1). 
 
Removing peripheral stochasticity produced only modest improvements in psychoacoustic 
thresholds. Across the 31 experiments, the median model-to-human threshold ratio 
decreased from 0.96 to 0.85 (W = 91, p = 0.004; Wilcoxon signed-rank test), indicating slightly 
superhuman sensitivity in the deterministic model (Fig. 4a). Although statistically significant 
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improvements were observed in 21 experiments, large eNects were restricted to tasks 
closely tied to absolute audibility. Median thresholds improved by more than a factor of two 
in only two experiments: pure tone detection in silence and forward masking with long 
masker-signal delays. By contrast, optimizing the network representations directly for 
psychoacoustic tasks produced greater than two-fold improvements on 25 of the 31 
experiments (Fig. 4b). Together, these results indicate that psychoacoustic sensitivity is 
constrained more strongly by learned representations than by peripheral stochasticity. 
 
 

 
 
Figure 4. Eliminating all stochasticity from the ecologically optimized model only marginally lowers 
psychoacoustic thresholds. (a) Direct comparison of model-to-human threshold ratios between the 
ecologically optimized model (magenta) and a fully deterministic variant of the same model (teal). The ratio 
between the two models’ median thresholds is listed for each experiment, quantifying how much sensitivity 
improved when stochasticity was eliminated. Improvements larger than two-fold are shown in bold. (b) The 
same comparison is shown between the ecologically optimized model (magenta) and the psychoacoustically 
optimized model (blue). Aggregate distributions of threshold ratios were obtained by bootstrapping threshold 
distributions for each experiment and combining. 
 
 
Human-like modulation sensitivity emerges from optimization for ecological hearing 
tasks 
 
Having characterized model behavior across experiments in aggregate, we next examine 
several representative paradigms in detail. Because natural sounds contain fluctuations 
over time, frequency, and both dimensions jointly, human sensitivity to these fluctuations, 
quantified as thresholds for detecting or discriminating modulations along either or both 
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dimensions (Fig. 5a), has long provided an important benchmark for theories of auditory 
processing4,29,30. 
 
We first measured amplitude modulation detection thresholds by training linear classifiers 
to discriminate model representations of sinusoidally amplitude-modulated and 
unmodulated noise in a 2I-2AFC task. Thresholds were measured as a function of 
modulation rate for noise carriers with diNerent bandwidths4,29 (Fig. 5b) and for noise carriers 
with the same bandwidth but diNerent temporal envelope spectra31 (Fig. 5c). In each case, 
thresholds were measured from four model variants presented in the previous sections: the 
ecologically optimized model, the peripheral model, the untrained model, and the 
psychoacoustically optimized model. Despite never being fit to human data, the ecologically 
optimized model produced close-to-human thresholds across modulation rates and the 
diNerent noise carriers. 
 
We next examined amplitude modulation masking, measuring the detectability of a target 
modulation in the presence of masker modulations that varied across trials32. In humans, 
this paradigm reveals tuning to modulation frequency, with thresholds highest when the 
masker and target modulation are similar (Fig. 5d). The ecologically optimized model 
produced similarly tuned masking functions that resembled human measurements. 
 
The correspondence extended to spectral and spectrotemporal modulation. Spectral 
modulation detection thresholds vary systematically with spectral modulation rate and 
carrier noise band in humans33, and these trends were reproduced by the ecologically 
optimized model (Fig. 5e). Likewise, the ecologically optimized model reproduced patterns 
of human sensitivity to spectrotemporal modulations across diNerent combinations of 
spectral and modulation rate34 (Fig. 5f). The ecologically optimized model also reproduced 
human patterns of spectral35 and spectrotemporal36 modulation masking (Supplementary 
Fig. 2). 
 
The agreement with human behavior in these experiments was specific to the ecologically 
optimized model. Untrained and peripheral model representations underestimated human 
sensitivity and failed to reproduce characteristic patterns of modulation selectivity. By 
contrast, representations optimized directly for modulation detection overestimated human 
sensitivity and exhibited superhuman modulation selectivity. Together, these results suggest 
that the characteristic limits of human modulation sensitivity emerge from perceptual 
representations optimized for everyday hearing. 
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Figure 5. Ecologically optimized model representations support human-like modulation sensitivity. (a) 
Schematic spectrograms illustrating trials for amplitude modulation detection, amplitude modulation 
masking, spectral modulation detection, and spectrotemporal modulation detection tasks. Panels (b-f) are 
organized into five columns, showing thresholds measured from human listeners and four model variants: the 
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ecologically optimized model, peripheral model, untrained model, and psychoacoustically optimized model. 
(b) Amplitude modulation detection thresholds measured as a function of temporal modulation rate and 
carrier bandwidth. (c) Amplitude modulation detection thresholds measured for three types of carrier noise 
with the same bandwidth but diJerent temporal envelope spectra. (d) Amplitude modulation detection 
thresholds measured in the presence of diJerent masker modulations. The modulation rate of the target was 
4, 16, 64, or 256 Hz. The modulation rate of the masker varied across trials. (e) Spectral modulation detection 
thresholds measured as a function of spectral modulation rate and carrier noise band. (f) Spectrotemporal 
modulation detection thresholds measured as a function of temporal and spectral modulation rate. The sign 
of the temporal modulation rate determines whether the spectrotemporal modulation is oriented up or down. 
The spectrotemporal modulation depicted in (a) has a negative temporal modulation rate. Median model-to-
human threshold ratios and human-model Spearman correlation coeJicients (r) are computed across the 
stimulus conditions within each experiment. 
 
 
Human-like binaural sensitivity emerges from optimization for ecological hearing tasks 
 
Human spatial hearing depends on sensitivity to interaural level diNerences (ILDs) and 
interaural time diNerences (ITDs) as well as computations that integrate these cues across 
frequency and time. We examined a series of psychoacoustic paradigms probing both 
elementary binaural sensitivity and more complex binaural interactions (Fig. 6). 
 
The ecologically optimized model reproduced the qualitative dependence of ILD (Fig. 6a) 
and ITD (Fig. 6b) discrimination thresholds on stimulus frequency, with absolute thresholds 
generally comparable to those of human listeners37,38. The model also exhibited qualitatively 
human-like envelope ITD sensitivity (Fig. 6c), although thresholds at high modulation 
frequencies were considerably lower than those measured in humans39. The model's 
interaural correlation discrimination thresholds across noise bandwidths (Fig. 6d) and 
minimum audible angle thresholds as a function of stimulus frequency and azimuth (Fig. 6e) 
were also generally consistent with those of human listeners40,41. Across these experiments, 
peripheral and untrained representations substantially underestimated human sensitivity, 
whereas psychoacoustically optimized representations exhibited superhuman 
performance. The one exception was the ILD experiment (Fig. 6a), where the ecologically 
optimized, untrained, and peripheral model representations produced similarly human-like 
thresholds. 
 
Binaural masking level diNerences (BMLDs) are a well-documented phenomenon in which 
changing the interaural phase relationship of a tone signal or noise masker substantially 
alters tone detection thresholds in noise42. Because BMLDs have long served as a 
benchmark for mechanistic theories of binaural hearing3, they provide a useful test of the 
present framework. The ecologically optimized model reproduced the principal patterns of 
human BMLDs across signal frequencies42 (Fig. 6f), masker bandwidths43, carrier types44, 
and masker interaural correlations45 (Supplementary Fig. 3). By contrast, peripheral and 
untrained representations failed to produce appreciable BMLDs, whereas 
psychoacoustically optimized representations consistently overestimated their magnitude. 
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Altogether, these results indicate that representations optimized for everyday hearing tasks 
capture many characteristic aspects of human binaural perception, although some 
quantitative diNerences remain for specific measures of binaural sensitivity. 
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Figure 6. Ecologically optimized model representations support human-like binaural cue sensitivity. 
Results are organized into five columns plotting thresholds measured from human listeners and four model 
variants: the ecologically optimized model, the peripheral model, the untrained model, and the 
psychoacoustically optimized model. (a) Pure tone ILD discrimination thresholds measured as a function of 
frequency at three reference ILDs. (b) Pure tone ITD discrimination thresholds measured as a function of 
frequency. (c) Envelope ITD discrimination thresholds measured as a function of modulation frequency for 
sinusoidally amplitude-modulated (SAM) tone and transposed tones. ITD thresholds for pure tones are 
included on the same axes for comparison. (d) Interaural correlation discrimination thresholds measured as a 
function of noise bandwidth at two reference interaural correlations. When the reference correlation is 0, the 
task is to detect which interval is more correlated between the two ears. When the reference is 1, the task is to 
detect which interval is less correlated. (e) Minimum audible angles measured as a function of azimuth and 
frequency. (f) Binaural tone-in-noise detection thresholds measured as a function of tone frequency and 
interaural phase condition. The interaural phase of the noise (N) and signal (S) are each denoted with 
subscripts: 0 = in phase between the ears, π = 180° out of phase, and M = monaural presentation. Median 
model-to-human threshold ratios and human-model Spearman correlation coeJicients (r) are computed 
across the stimulus conditions within each experiment. 
 
 
Ecologically optimized model exhibits human-like behavior on many but not all 
psychoacoustic experiments 
 
Across the remaining psychoacoustic experiments, the ecologically optimized model also 
produced a strikingly human-like pattern of behavior (Fig. 7). Thresholds generally tracked 
human measurements across a broad range of frequency, intensity, and temporal 
conditions, encompassing intensity discrimination46, duration discrimination47, gap 
detection48,49, nonsimultaneous masking50–52, frequency selectivity53–55, frequency 
discrimination56,57, and pitch discrimination58 paradigms. Here, we highlight the notable 
deviations from human behavior. 
 
The model exhibited superhuman duration discrimination for short-duration stimuli (Fig. 7c). 
In nonsimultaneous masking experiments, the model reproduced the general dependence 
of thresholds on temporal separation between signal and masker but did not capture several 
qualitative characteristics of human performance. In particular, the model failed to 
reproduce the asymmetry between forward and backward masking (Fig. 7g) and 
underestimated the magnitude of forward masking for high-frequency pure tones 
(Supplementary Fig. 4). These discrepancies may reflect limitations of the model’s 
treatment of time: the network uses convolutional filters operating over time and frequency 
rather than dynamics that unfold causally over time. The model also failed to reproduce the 
qualitative eNects of on- and oN-frequency forward maskers (Fig. 7i) and level-dependent 
simultaneous masking patterns (Fig. 7l and Supplementary Fig. 5). These eNects are 
typically attributed to frequency-dependent, non-linear cochlear compression59, which was 
absent from the simplified peripheral model used here. 
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Figure 7. Ecologically optimized model representations produce human-like behavior in most of the 
remaining experiments in the battery. For each experiment (a-o), thresholds from human listeners and the 
ecologically optimized model are shown as a function of the same stimulus parameters. Median model-to-
human threshold ratios and human-model Spearman correlation coeJicients (r) are computed across the 
stimulus conditions within each experiment. Notable discrepancies between human and model behavior 
occur in six panels. In (c), the model exhibits superhuman duration discrimination for stimuli less than 10 ms 
in duration. In (g), the model does not reproduce the asymmetry between forward and backward masking. In 
(i), the model poorly matches the diJerent slopes produced by on- and oJ-frequency forward maskers. In (l), 
the model fails to capture level-dependent masking patterns. In (n), the model’s diJerence limens for 
frequency discrimination (DLF) and frequency change detection (DLC) do not exhibit a human-like a 
dependence on frequency. In (o), the model’s F0 discrimination thresholds do not exhibit a human-like 
dependence on lowest harmonic number. 
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Fine frequency and pitch judgments revealed additional deviations. Pure tone frequency 
discrimination thresholds were generally comparable to those of human listeners, but the 
model did not reproduce the characteristic increase in thresholds at frequencies above ~3 
kHz (Fig. 7n), a pattern often interpreted as reflecting a transition from temporal fine 
structure to place-based coding57,60. Similarly, F0 discrimination thresholds for harmonic 
complex tones were comparable to human thresholds for stimuli containing only high-
numbered unresolved harmonics, but the model did not exhibit the marked improvement for 
stimuli containing resolved harmonics observed in humans61 (Fig. 7o). This discrepancy is 
consistent with the possibility that the model does not exploit temporal fine structure cues20, 
presumably because the set of training tasks we used do not require it to do so. 
 
For many experiments in Figure 7, similar performance was obtained using the peripheral 
representation alone (Supplementary Figs. 4-6), indicating that many of the behaviors were 
largely inherited from the auditory nerve input rather than emerging from learned features. 
By contrast, psychoacoustically optimized representations exhibited superhuman 
sensitivity in nearly all the experiments, indicating that greater sensitivity is possible given 
the peripheral input, but it is not achieved by the ecologically optimized model. 
 
Emergence of human-like psychoacoustic behavior across the network hierarchy 
 
Although previous work established a coarse correspondence between the layers of similar 
neural network models and putative stages of the auditory cortex16,62, it is nevertheless 
informative to ask where human-like psychoacoustic behavior emerges in the model’s 
hierarchy of processing stages. The thresholds analyzed in Figures 3-7 were measured from 
the deepest convolutional block (layer 6) shared across the ecological training tasks. To 
evaluate this choice, we independently trained linear classifiers for each psychoacoustic 
task using activations from each network stage. For stages beyond the network's branch 
point, activations from the four task-specific branches were concatenated. 
 
We compared thresholds measured from each model stage to those of humans across the 
full battery of experiments. Human-model agreement generally improved deeper into the 
model, with median model-to-human threshold ratios converging to unity (Fig. 8a) and 
median human-model rank correlations increasing across stages (Fig. 8b). Most of these 
improvements occurred before layer 4, after which performance remained comparatively 
stable despite substantial variation across individual psychoacoustic tasks. Layer 6 falls 
within this stable regime of human-like performance, supporting its use as the default 
representation throughout this work. 
 
Specific psychoacoustic traits emerged at diNerent stages of the network hierarchy. 
Sensitivity to temporal and spectrotemporal modulations (Fig. 8c-e) became increasingly 
human-like through layer 5, suggesting this behavior emerges progressively across multiple 
stages of hierarchical processing. Most binaural phenomena first appeared at layer 2, the 
earliest stage at which information from the two ears was combined (the first convolutional 
stage processes the two ears independently to loosely mirror the organization of the 



 18 

mammalian auditory pathway). Binaural masking level diNerences became larger and more 
human-like following binaural integration (up to layer 4; Fig. 8f), suggesting these 
phenomena also emerge progressively across the network hierarchy. 
 

 
 

Figure 8. Emergence of human-like psychoacoustic sensitivity across the network hierarchy. The 
ecologically optimized model’s psychoacoustic thresholds were separately measured from each model stage. 
(a) Model-to-human threshold ratios were computed for each of the 31 experiments (thin lines) as a function 
of model layer. The thick line indicates the median across experiments. The dashed vertical line denotes the 
default layer used in previous figures. (b) Human-model Spearman correlation coeJicients for each 
experiment as a function of model layer. (c) Amplitude modulation detection thresholds measured from 
human listeners (in black) and seven model stages (in magenta). Thresholds are similarly shown for the 
amplitude modulation masking (d), spectrotemporal modulation detection (e), and binaural masking level 
diJerence (f) experiments. Median model-to-human threshold ratios and human-model Spearman correlation 
coeJicients (r) are computed across the stimulus conditions within each experiment. 
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DISCUSSION 
 
We developed an auditory model optimized for naturalistic listening behavior to test whether 
such optimization could account for human perceptual sensitivity. The model jointly learned 
to localize and recognize words, voices, and environmental sounds from simulated auditory 
nerve representations of natural scenes. We then measured a broad range of perceptual 
thresholds using classifiers operating on the model’s learned representations. The model 
exhibited human-like psychophysical thresholds across many diNerent stimulus 
dimensions, demonstrating that absolute thresholds can be largely explained by the linear 
separability of stimuli within representations optimized for ecological tasks. Thus, human 
perceptual sensitivity is as good, and only as good, as it needs to be in the service of natural 
behavior. 
 
A common explanation for absolute psychophysical thresholds is that they are constrained 
by internal noise arising from the stochastic nature of biological hardware3,5,6. Here, however, 
the model produced human-like thresholds without requiring sources of internal noise 
beyond stochasticity in the auditory nerve representation. Removing even this peripheral 
stochasticity produced only modest improvements in thresholds across most experiments. 
Conversely, optimizing the same model directly for individual psychoacoustic tasks 
produced substantially superhuman sensitivity, demonstrating that the model’s human-like 
thresholds were not simply a consequence of limited representational capacity. Together, 
these results suggest that internal noise is not needed to explain human perceptual limits, 
and that representations optimized for ecological behavior are suNicient to account for most 
aspects of auditory sensitivity. This conclusion is consistent with proposals that deep 
learning instantiates eNicient codes24, and with theories that eNicient codes constrain 
discriminability14,15, but provide a much more comprehensive test of such ideas than was 
previously possible. 
 
Traditional models of psychoacoustic phenomena typically begin with hypothesized 
mechanisms designed to explain individual eNects. Such models have provided important 
insights into auditory processing, but they generally do not address why these mechanisms 
should exist or whether they are suNicient to support natural listening behavior. Here, many 
classic psychoacoustic phenomena emerged in a model trained only to perform natural 
listening tasks. Previous work has shown that artificial systems optimized for sensory tasks 
reproduce aspects of human perceptual sensitivity17,19,20,24,63,64. The present work extends 
this evidence by demonstrating such correspondence across a comprehensive set of 
psychophysical phenomena. Our results support a normative account of auditory 
perception in which characteristic patterns of human sensitivity arise because the auditory 
system is optimized for the demands of everyday behavior. 
 
Human-model discrepancies 
The model’s failures hint at constraints that plausibly shape auditory perception but that 
were missing from the present model’s optimization. The largest discrepancies involved fine 
frequency and pitch judgments, for which the model did not reproduce qualitative patterns 
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commonly associated with temporal fine structure processing57,60. One possibility is that the 
ecological training tasks used here did not suNiciently capture the demands shaping human 
pitch perception. For example, the model was not optimized for tasks involving music or 
multi-talker situations, both of which may place stronger demands on pitch processing. 
Alternatively, these discrepancies may reflect limitations of the network architecture, which 
may not eNiciently extract temporal fine structure from the auditory nerve representation. 
 
Although the model reproduced many aspects of human binaural hearing, it overestimated 
sensitivity to high-frequency envelope ITDs and did not fully capture all patterns of binaural 
masking level diNerences. These discrepancies may reflect biological constraints on 
binaural computations that were neglected in the present model. For example, the 
optimization objective did not account for the wiring or metabolic costs65 associated with 
specialized binaural circuitry, which could plausibly shape binaural representations. 
 
As noted above, discrepancies in temporal sensitivity, likely reflect limitations of the feed-
forward convolutional architecture, which lacks explicit internal dynamics unfolding over 
time. Likewise, failures to reproduce some level- and frequency-dependent masking eNects 
are consistent with the simplified linear cochlear filtering used in the model’s periphery52,59. 
Thus, some of the model’s deviations from human behavior point to identifiable biological 
or architectural constraints that could be incorporated into future models. 
 
Limitations 
Our results do not establish that ecological task optimization is uniquely responsible for 
human-like thresholds. Other forms of optimization over natural sounds, including self-
supervised objectives, or potentially objectives that explicitly incorporate measures of 
eNiciency, might produce similarly human-like perceptual sensitivity. Determining which 
aspects of the optimization objective, natural stimulus statistics, and architectural 
constraints are critical for producing human-like sensitivity remains an important question 
for future work. 
 
Although the psychoacoustic battery we compiled spanned the principal dimensions of 
auditory nerve representations, it does not encompass all aspects of hearing or every 
possible interaction between dimensions. For instance, interactions between frequency and 
interaural disparity were relatively underrepresented, in part because many binaural cue 
comparisons are thought to occur within frequency channels66. 
 
Human thresholds were compiled from the psychoacoustic literature, and as a result 
represent the average results for a group of participants. These measurements do not 
capture the individual diNerences that are typically present in groups of human listeners due 
to diNerences in experience67, hearing health68, and other factors. Future work using larger 
datasets obtained from the same listeners across many tasks, along with models that 
capture some of the plausible sources of between-listener variance, could provide a way to 
shed light on individual diNerences. 
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We assumed linear decision rules. Such rules provide a straightforward and standard 
measure of the explicitly available information in learned representations69–72 but could 
underperform nonlinear decision rules. If humans rely on nonlinear decision rules, internal 
noise might be needed to explain perceptual sensitivity (by oNsetting the benefits of a more 
expressive decoder). Our results show that it is possible to account for human thresholds 
without appealing to internal noise, but we cannot rule out the possibility that human 
thresholds reflect a combination of nonlinear decision rules and internal neural noise. 
 
It also remains possible that the results are somewhat specific to the size of the model 
architecture and the scale of the training data it was optimized for. We chose an architecture 
and training data that are suNicient to account for human performance of ecological tasks 
and found that the resulting model also explains perceptual sensitivity. However, larger 
models trained on vast amounts of data could potentially exhibit superhuman performance 
on ecological tasks, and potentially also better perceptual sensitivity. 
 
As in other large neural network models, the mechanisms underlying the model’s behavior 
are not readily interpretable. The layer-wise analyses provided some insight into where 
diNerent psychoacoustic phenomena emerge across the network hierarchy, but many 
behaviors developed progressively over multiple stages rather than from easily identifiable 
computational components. Developing a more mechanistic understanding may require 
incorporating model stages that explicitly implement hypothesized computations. 
 
Future directions 
Models like those used here but with simulated hearing loss in the auditory nerve 
representation could clarify how peripheral impairments translate to altered perceptual 
limits73–76. Such predictions may help relate audiological measurements to real-world 
hearing abilities and guide the development of targeted compensation strategies. 
 
Our results raise the question of how stochasticity in the brain relates to behavior77,78. There 
is considerable evidence for some irreducible sources of noise in the nervous system7. At 
the same time, many components of trial-to-trial variability in neural responses are argued 
to represent eNects of state rather than noise per se79,80, in which case they might not be 
expected to limit behavior81. The ability to build models of real-world behaviors oNers a new 
avenue to understand the role of stochasticity in neural computation and behavioral 
abilities. 
 
The approach developed here provides a general method for relating artificial sensory 
systems to human psychophysical abilities. By training linear classifiers to make 
psychophysical judgments using model representations, model thresholds can be directly 
compared with human thresholds. Although applied here to the sense of hearing, this 
approach is equally applicable to other sensory domains. 
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METHODS 

Training dataset for ecological hearing tasks 
 
We trained the model on 7,644,413 unique 2.2-s binaural auditory scenes (sampled at 44.1 
kHz) designed to capture aspects of everyday hearing. Scenes contained a speech or an 
environmental-sound foreground presented at a single spatial location, embedded in 
spatially distributed non-speech background sounds. Speech foregrounds were drawn from 
Common Voice82 and nonspeech foregrounds were drawn from the GISE-5183 subset of 
FSD50K84. Backgrounds were drawn from Audio Set85. 80% of scenes contained speech 
foregrounds and 20% contained environmental sound foregrounds. Foregrounds were 
spatialized in 90% of scenes and presented diotically in the remainder, providing exposure 
to both spatialized and headphone-presented stimuli. Backgrounds were rendered from 1 to 
9 spatial locations for speech scenes and 3 to 9 locations for environmental-sound scenes. 
In 5% of scenes, the foreground was presented without background noise; otherwise, SNRs 
were uniformly sampled from -10 to +15 dB, with individual background sources 
independently level-roved by ±2.5 dB before summation. Foreground levels were sampled 
uniformly between 30 and 90 dB SPL. 
 
The dataset was spatialized using KEMAR HRTFs86 simulated in 2000 acoustically distinct 
shoebox rooms (1800 for training, 200 for validation)17. Rooms varied in size and shape, 
acoustic absorption, and listener position and orientation. For each room, binaural room 
impulse responses were simulated via the image-source method87 for 72 azimuths (0 to 360° 
in 5° steps), 7 elevations (0 to 60° in 10° steps), and two source distances: one fixed at 1.4 m 
and one randomly sampled between 1 m and 31 m. Foreground and background clips were 
sampled with replacement as needed to balance class labels while maximizing the number 
of unique sources in the final dataset. To increase variability of the source clips, randomly 
sampled band-pass filters (2 to 4 octaves wide) were applied to 50% of the foregrounds. 
Small shifts in F0 (up to ±0.5 semitones), tempo (up to ±20%), and speed (up to ±2%) were 
randomly sampled and applied to 25%, 12.5%, and 12.5% of the speech foregrounds, 
respectively, and using SoX audio transformations. 
 
Scenes were labeled for four classification tasks: foreground location (504 azimuth-
elevation pairs), middle-word recognition (809 words), voice recognition (500 familiar 
talkers), and environmental sound classification (49 classes). Each task also included a null 
label for stimuli for which the corresponding task was undefined or outside the model's 
target distribution. The 809-word vocabulary was selected to maximize the number of 
unique female talkers represented and included the digits 0 to 9. The 500 familiar talkers 
(250 female and 250 male) produced 43% of the speech utterances in the final dataset, 
which included clips from 51,870 unique talkers (38% female, 61% male, and 1% nonbinary 
or not reported). The 49 environmental sound classes were the category labels from GISE-
51, excluding “Human speech” and “Whispering”. 
 
Auditory nerve input representation 
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We used the simplified auditory nerve model of Saddler & McDermott (2024), which has 
previously produced deep neural network models whose behavior closely matches that of 
models operating on more detailed auditory nerve representations17,88. Audio was 
resampled to 50 kHz and passed through a static middle-ear/audibility filter matched to ISO 
226:2003 thresholds, followed by a 50-channel ERB-spaced gammatone filterbank spanning 
60 to 16,000 Hz, implemented using a 50-ms finite impulse response approximation. Filter 
outputs were half-wave rectified, low-pass filtered at 3 kHz, and downsampled to 10 kHz. 
Auditory nerve firing rates were then computed using sigmoid rate-level functions defined on 
a dB scale for high-, medium-, and low-spontaneous-rate (HSR, MSR and LSR) fibers. HSR, 
MSR, and LSR rate-level functions had thresholds of 0, 12, and 28 dB SPL, dynamic ranges 
of 20, 40, and 80 dB, and firing rate ranges of 70 to 250, 4 to 250, and 0.1 to 100 spikes per 
second, respectively. We represented the spiking activity of 32,000 auditory nerve fibers per 
ear, comprising 60% HSR, 25% MSR, and 15% LSR fibers89. At each time point, the summed 
spike count for each fiber type and frequency channel was sampled independently using the 
normal approximation to the binomial distribution. Refractory eNects were neglected 
because the representation pooled the activity of 96 to 384 fibers within each frequency 
channel. For stimuli longer than 2 s, a random 2-s excerpt was selected after generating the 
full auditory nerve response. The resulting input representation was a 6 x 50 x 20,000 tensor 
of auditory nerve spike counts, with the six channels corresponding to the three fiber types 
in each ear. Spike count sampling was the sole source of internal noise in the model. We 
additionally evaluated fully deterministic models in which sampled spike counts were 
replaced by their binomial expectations, computed as the number of fibers multiplied by the 
instantaneous spiking probabilities. 
 
Neural network architecture 
 
Auditory nerve representations were processed by a branched feed-forward convolutional 
neural network containing 685,134,090 learnable parameters. Six convolutional blocks 
formed a shared trunk, after which processing diverged into four task-specific branches. 
Each block comprised two-dimensional convolution, SiLU activation, Hanning-window-
weighted average pooling, and layer normalization. In the first block, the convolution was 
divided into two groups to process the left- and right-ear auditory nerve representations 
separately17, loosely mirroring the initial separation of binaural inputs in the auditory system. 
Subsequent blocks used standard convolutions to integrate information across ears. The 
task-specific branches contained four additional convolutional blocks followed by a 512-
unit fully connected layer, SiLU activation, layer normalization and 50% dropout during 
training. The architecture was obtained by iterative refinement of an architecture previously 
identified in a large-scale random architecture search90. The branch point was placed as 
deep as possible into the network without impairing individual task performance16, although 
this criterion was formally evaluated using an earlier version of the architecture. Although 
here we present results from only one network neural network architecture, we note that 
pilot experiments with earlier iterations of the model with diNerent architectures and 
initializations produced very similar behavior and perceptual thresholds. 
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Neural network optimization 
 
The network was trained to minimize the summed softmax cross-entropy losses across the 
four tasks, with task weights sampled independently at random for each example and null-
labeled tasks excluded from the loss. Parameters were optimized using Adam with a learning 
rate of 1e-5 and a batch size of 128 across four NVIDIA H100 GPUs. Training continued for 
500,000 steps (16 million examples; approximately 70 h) until performance had converged 
across tasks, as assessed from validation curves. Model checkpoints were evaluated every 
2,500 steps. For the localization, word recognition, and voice recognition tasks, validation 
accuracies were rank-ordered and the checkpoint with the lowest summed rank was 
selected. The environmental sound recognition task was excluded from checkpoint 
selection because its validation accuracy plateaued substantially earlier. 
 
Model evaluation: ecological task performance 
 
After training, all network weights were frozen, and we refer to this trained model as the 
“ecologically optimized model”. We compared its performance with normal hearing human 
listeners on five naturalistic tasks: sound localization in noise, word recognition in real-world 
noise, word and voice recognition with F0-shifted speech, environmental sound recognition, 
and spatial release from masking. Human data were taken from previous experiments, and 
the corresponding model stimuli and task procedures were matched to the human 
experiments as closely as possible. 
 
Natural sound localization in noise. We compared the model with human sound 
localization in noise data from ref.17, in which 11 listeners (21 to 30 years; 5 female, 6 male) 
localized 460 unique GISE-51 environmental sounds presented from a 19 x 5 hemispherical 
loudspeaker array (2-m radius; 19 azimuths spanning 0 to 180° and 5 elevations spanning 0 
to 40°, in 10° increments). Each 1-s target (44.1 kHz; including 15-ms half-Hanning onset and 
oNset ramps) was presented at 60 dB SPL (A-weighted) from one of the 95 loudspeakers 
while threshold-equalizing noise played concurrently from nine other loudspeakers, chosen 
at random. Noise levels were scaled to produce target SNRs of -13.6, -6.8, 0, +6.8 or +13.6 
dB on each trial. Listeners reported the target loudspeaker without moving their heads during 
sound presentation. We presented the same sounds in a virtual rendering of the loudspeaker 
array room and evaluated the model’s localization judgments across all 460 sounds, 95 
loudspeaker locations, and 5 SNRs (218,500 stimuli). For the model, 1-s targets were 
centered in continuous 2-s background noise to ensure the localization task was well-
defined. Model localization judgments were limited to the 95 speaker locations to match 
task diNiculty. We compared mean absolute spherical (great circle), azimuth, and elevation 
errors between model and human responses as a function of SNR. 
 
Word recognition in noise. We compared the model with human word-in-noise recognition 
data from ref.17, collected from self-reported normal hearing listeners across two online 
experiments. In both experiments, 376 unique 2-s speech excerpts from the Spoken 
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Wikipedia Corpora91 were presented in diNerent background noise conditions and listeners 
reported the word overlapping the 1-s point by choosing from a closed set of 793 words16. 
The first experiment (44 listeners; 13 female, 30 male, 1 nonbinary; ages 18 to 62 years, 
median 36) varied the noise level (noiseless and -9, -6, -3, 0, and +3 dB SNR) and included 
four types of noise: auditory scenes, eight-talker speech babble, instrumental music, and 
speech-shaped noise spectrally matched to each foreground. The second experiment (47 
listeners; 24 female, 23 male; ages 23 to 59 years, median 39) fixed the SNR at -3 dB and 
included 43 naturalistic auditory textures as noise conditions. At the start of each 
experiment, listeners completed a headphone check92 and level calibration to set a 
comfortable presentation level, and trials included attention checks. We presented the 
25,944 stimuli from both experiments to the model, with foregrounds fixed at 60 dB SPL and 
the audio resampled from 20 kHz to 50 kHz. Word recognition scores were computed for 
each of the 69 background noise conditions and compared to those obtained from human 
listeners. 
 
Word and voice recognition with F0-shifted speech. We compared human and model 
word and voice recognition for F0-shifted speech26 using human data from ref.17. In an online 
voice recognition experiment, 112 listeners (46 female, 65 male, 1 nonbinary; ages 20 to 73 
years, median 39) heard 4-s excerpts from 37 recognizable public figures. Unbeknownst to 
the listeners, the F0 on each trial was shifted by -12, -6, -3, 0, +3, +6 or +12 semitones using 
STRAIGHT93. Listeners attempted to identify each voice from a 100-alternative closed set. 
Voice recognition scores were calculated only for voices that listeners self-reported as 
familiar in a pre-experiment survey and correctly identified in a subsequent trial block with 
unshifted clips. Human word recognition scores were measured in a separate online 
experiment with 22 listeners (8 female, 14 male; ages 25 to 70 years, median 38) in which the 
same F0 shifts were applied to the clean speech material from the previous word-in-noise 
experiment. For the model experiment, we applied the same F0 shifts to a set of 373 held-
out speech excerpts from talkers familiar to the model (i.e., that were present in the training 
dataset) and computed word and voice recognition accuracy (across 2611 stimuli) as a 
function of F0 shift. 
 
Environmental sound recognition. We compared human and model environmental sound 
recognition performance using human data from ref.25. In an online experiment 196 listeners 
(49% female; mean age = 39.9, standard deviation = 13.6 years), listeners heard 2-s auditory 
scenes comprising 1 to 5 environmental sounds from the GISE-51 evaluation set. Individual 
sources in the scenes were truncated to 1 s (44.1 kHz; 10-ms half-Hanning onset and oNset 
ramps) and their onset times were sampled uniformly between 0 and 1 s. After each scene, 
participants were asked whether the scene contained a target environmental sound class 
chosen from the GISE-51 category labels. Each participant completed 204 trials in which 
each of the 51 classes were queried 4 times (2 trials for which the correct response was yes 
and 2 for which the correct response was no). For each of the 51 classes, d’ was calculated 
as the diNerence between the z-transformed hit rate and false alarm rate computed across 
all participants (split half-reliability = 0.97). 
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To simulate this experiment on our model (which was trained on a single-class 
environmental sound recognition task), we first trained a new linear readout to perform the 
same 51-way multi-label detection task. This linear classifier mapped the 512-unit fully 
connected layer representations of our model’s environmental sound recognition branch to 
independent probabilities for each of the 51 GISE classes with a sigmoid activation function. 
The classifier was trained on 240,000 scenes comprising 1 to 5 environmental sounds (each 
1 s in duration, with an onset sampled between 0 and 1s and a level between 50 and 70 dB 
SPL) from the GISE-51 training dataset. The classifier converged in 7500 training steps (batch 
size 32) using the Adam optimizer with a learning rate of 1e-3 that decreased by a factor of 
10 every 2500 steps. We evaluated the classifier on the 19,992 evaluation set scenes from 
the human experiment, calculated the area under the receiver operating characteristic curve 
for each of the 51 classes, and converted to d’ to compare with human performance. We 
note that the model’s d’ values tended to underestimate human performance (Fig. 1i). This 
is likely because the model representations were optimized for an environmental sound 
recognition task with a relatively small number of classes and a relatively small dataset of 
target sounds. Nevertheless, the model captures some elements of human environmental 
sound recognition behavior, resulting in a higher human-model correlation (r=0.76) than has 
been reported for traditional models with hand-engineered features (r=0.52) on the same 
benchmark25. 
 
Spatial release from masking in di?erent rooms. We compared the model’s spatial 
speech perception with human data from ref.27, who measured speech reception thresholds 
in 8 normal-hearing listeners (21 to 43 years) for diNerent spatial configurations of speech 
and noise. Their stimuli comprised syntactically constrained five-word German sentences 
and speech-shaped noise from the Oldenburg Sentence Test convolved with binaural room 
impulse responses measured in an anechoic room, an oNice, and a cafeteria. The speech 
location was fixed straight ahead, and 50% speech reception thresholds were measured for 
diNerent rooms and noise azimuths by having listeners repeat each word they recognized. 
The noise level was adjusted adaptively after each sentence. For the model experiment, we 
used the same binaural room impulse responses used in the original human experiment but 
applied them to our English speech materials and middle word recognition task (using the 
same 2-s stimuli and task described above). Model word recognition accuracy was 
measured for each room and noise azimuth at SNRs from -24 to +18 dB in 3-dB steps. We fit 
a sigmoid psychometric function and defined the model’s speech reception threshold as the 
SNR yielding 50% of the maximum word-recognition performance. We compared spatial 
release from masking between model and human listeners as the change in speech 
reception threshold relative to the 0° speech-noise separation, as a function of noise 
azimuth and room. Absolute speech reception thresholds were not compared because they 
depend on language and speech materials94. 
 
Model evaluation: psychoacoustic thresholds 
 
We assessed the model’s psychoacoustic sensitivity by training linear classifiers to perform 
2I-2AFC discrimination tasks using its internal activations. For each experiment, one or more 
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classifiers were trained on stimuli synthesized to match the corresponding human study as 
closely as possible. Where necessary, experiments were modified slightly to frame them as 
2I-2AFC tasks with 2 s trials (see below). All classifiers were trained on distributions 
uniformly spanning the relevant stimulus conditions and task diNiculties. The test trials were 
specific points within these same distributions but were sampled independently from the 
training trials. Training distributions extended well above and below human thresholds, 
ensuring that classifiers were trained on trials ranging from easy to impossible for human 
listeners. 
 
Linear classifier optimization. Unless otherwise specified, classifiers operated on the 
ecologically optimized model’s layer 6 activations, corresponding to the output of the final 
layer normalization operation in the shared trunk. These activations were flattened and 
passed to a single-unit linear readout with a sigmoid output. Only the weights and bias of 
this readout were optimized, minimizing the binary cross-entropy loss against ground-truth 
interval labels (0 = first interval, 1 = second interval). Each classifier was trained for 64,000 
trials (2000 steps with batch size 32) using AdamW, with a learning rate of 1e-3 initially, 
reduced to 1e-4 after 100 steps and 1e-5 after 1000 steps. A weight-decay coeNicient of 1e-
2 and 50% dropout were used for regularization. This optimization schedule reliably 
achieved convergence across all experiments. 
 
For analyses of other network layers, including the auditory nerve input representation, the 
classifier training procedure was identical, although the number of linear weights varied 
according to the dimensionality of the activations. For layers deeper than the branch point, 
activations from the four task-specific branches were concatenated and flattened into a 
single vector before the linear readout. For the untrained network analysis, the same 
procedure was used, except that the ecologically optimized network weights were replaced 
by their random initial values. For the psychoacoustically optimized models, the weights of 
network layers 1-6 were updated jointly with the linear readouts. These models were trained 
separately for each psychoacoustic task. The network weights were initialized from the 
ecologically optimized model, and the linear readout was randomly initialized. We used 
Adam with a learning rate of 1e-5 (matching the ecological training procedure) and fine-
tuned the network and readout jointly for 10,000 steps with a batch size of 32 (320,000 trials) 
for each experiment. 
 
Model threshold estimation. Linear classifiers were evaluated on stimulus conditions 
reported in each study, using the method of constant stimuli and many more trials than the 
human studies, which typically used adaptive procedures. Separate logistic functions 
relating the proportion of trials correct to the task diNiculty parameter were fit for each 
condition in each experiment. Unless otherwise noted, model thresholds were defined as 
the task diNiculty yielding 70.7% correct responses. For some stimulus conditions and 
model variants (particularly the peripheral and untrained models), classifiers never attained 
70.7% accuracy. In these cases (in which the threshold was unmeasurably high) we defined 
the threshold to be the maximum y-axis value of each result plot for the purposes of 
visualization and statistical analyses. 
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Human threshold extraction. Mean human psychophysical thresholds were manually 
extracted from figures in published psychoacoustic studies using WebPlotDigitizer 
(https://apps.automeris.io/wpd4/). Because many studies did not report individual participant 
thresholds and because our primary aim was to compare group-level central tendencies 
across many experiments, we did not collect uncertainty estimates within experiments. For 
the spectrotemporal modulation masking36, nonsimultaneous masking51, and 
psychophysical tuning curve54 experiments, we used Google Gemini to assist with the initial 
extraction of data points from figures. The authors subsequently checked all extracted 
values against the original figures for correctness. 
 
Human and model threshold comparisons. We assessed the absolute similarity between 
human and model thresholds by computing the median model-to-human threshold ratio for 
each experiment. We assessed the relative similarity across stimulus conditions by 
computing the Spearman rank correlation coeNicient (r) between human and model 
thresholds for each experiment. To quantify the aggregate eNects of our model 
manipulations, we compared median threshold ratios and correlation coeNicients between 
model variants across the 31 psychoacoustic experiments. Statistical significance was 
assessed with Wilcoxon signed-rank tests and eNect sizes were quantified with Cohen’s d 
and rank-biserial correlation coeNicients. When visualizing aggregate distributions of 
model-to-human threshold ratios (Figs. 3 and 4), the threshold ratios were bootstrapped 
within experiments and then combined to ensure that each experiment contributed equally 
to the aggregate distribution. The aggregate distributions of correlation coeNicients (Fig. 3) 
were bootstrapped across experiments. 
 
Psychoacoustic experiments 
 
All stimuli were generated at 50 kHz. Onset and oNset ramps were half-Hanning windows 
with the specified durations. 
 
Pure tone detection in silence. This experiment measured the absolute audibility of pure 
tones. Training stimuli comprised two 1-s intervals containing either silence or a pure tone 
(including 50-ms ramps) in random order. The tone’s frequency was sampled log-uniformly 
between 100 and 20,000 Hz and the level was sampled uniformly between -20 and 100 dB 
SPL. The tone’s starting phase was randomized. Thresholds were estimated at 125, 250, 500, 
750, 1000, 1500, 2000, 3000, 4000, 6000, 8000, 10000, 12000, 14000, and 16000 Hz by 
evaluating the classifier at sound levels from -20 to 100 dB SPL in 2-dB steps (100 trials per 
condition). Human thresholds were taken from the ISO 226:2003 standard95. 
 
Pure tone intensity discrimination. This experiment measured sensitivity to diNerences in 
sound intensity. Training stimuli comprised two 500-ms pure tone intervals separated by 500 
ms of silence. Both intervals had the same frequency, sampled log-uniformly between 100 
and 10,000 Hz, but one interval was presented at a higher intensity than the other (𝐼 + ∆𝐼). 
The reference level (𝐼) was sampled uniformly between 0 and 100 dB SL relative to the ISO 

https://apps.automeris.io/wpd4/
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226:2003 standard. The intensity Weber fraction (∆𝐼/𝐼) was sampled log-uniformly between 
0.01 and 20.0. Thresholds were estimated for 200, 400, 600, 800, 1000, 2000, 4000, and 
8000-Hz pure tones at reference levels of 5, 10, 20, 40, and 80 dB SL by evaluating the 
classifier on 21 log-spaced Weber fractions between 0.0002 and 20 (100 trials per 
condition). Human thresholds were taken from ref.46. 
 
Duration discrimination of noise and tone bursts. This experiment measured sensitivity to 
diNerences in sound duration. Training stimuli comprised two intervals containing sounds 
that diNered in duration by ∆𝑡. The shorter duration t was selected from 13 log-spaced values 
between 0.156 and 640 ms, and ∆𝑡 was sampled log-uniformly between 0.1 and 300 ms. 
Both sounds were centered in their 1-s intervals. There were five stimulus conditions 
sampled with equal probability: broadband noise (0 to 4 kHz) at 85 or 65 dB SPL, low-pass 
noise (0 to 1 kHz) at 85 dB SPL, narrowband noise (0.9 to 1.1 kHz) at 85 dB SPL, and a 1-kHz 
pure tone at 85 dB SPL. Thresholds, defined as the ∆𝑡 yielding 75% correct responses, were 
estimated for the same reference durations and stimulus conditions by evaluating the 
classifier on 31 log-spaced values of ∆𝑡 between 0.002 and 200 ms (100 trials per condition). 
Human thresholds were taken from ref.47. 
 
Temporal gap detection as a function of sound pressure level. This experiment measured 
the detection of brief silent gaps in broadband noise. Training stimuli comprised two 500-ms 
broadband (0 to 7 kHz) noise intervals separated by 500 ms of silence. One of the noise 
intervals included a silent gap with a duration sampled log-uniformly between 1 and 400 ms. 
Onsets and oNsets had 1-ms ramps. Gap durations were calculated from the ramp 
midpoints (i.e., the smallest possible gap duration was 1 ms). Stimulus levels were sampled 
uniformly between 10 and 90 dB SPL. Thresholds, defined as the gap duration yielding 73.4% 
correct responses, were estimated at 20, 30, 40, 50, 60, 70, 80, and 90 dB SPL by evaluating 
the classifier on 25 log-spaced gap durations between 0.02 ms and 400 ms (100 trials per 
condition). Human thresholds were taken from ref.48. 
 
Temporal gap detection as a function of frequency and bandwidth. This experiment 
measured the detection of brief silent gaps in bandlimited noise. Training stimuli comprised 
two 400-ms noise intervals separated by 500 ms of silence. One noise interval included a 
silent gap whose duration was sampled log-uniformly between 0.5 and 250 ms. Onsets and 
oNsets had 0.5-ms ramps and gap durations were calculated from the ramp midpoints. The 
noise center frequency was sampled log-uniformly between 100 and 10,000 Hz and the 
bandwidth (expressed as a fraction of the center frequency) was randomly selected from 
0.25, 0.375, 0.5, 0.75, and 1. The level of the noise was randomly selected from 10, 25, or 40 
dB/Hz SPL. Thresholds were estimated at the same frequencies, bandwidths, and levels by 
evaluating the classifier on 19 log-spaced gap durations between 0.2 and 200 ms (100 trials 
per condition). Human thresholds were taken from ref.49. 
 
Forward masking as a function of frequency and level. This experiment measured the 
eNect of a preceding sound on the detectability of pure tones. Training stimuli comprised 
two 800-ms intervals separated by 400 ms of silence. At the center of each interval was a 
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296-ms pure tone masker with frequency sampled log-uniformly between 100 and 5000 Hz 
and level randomly selected from negative infinity (unmasked condition), 10, 20, 30, 40, 50, 
60, 70, 80, or 90 dB SPL. The task was to detect which of the two intervals contained a 24-
ms signal pure tone (at the same frequency) that followed the masker with a short delay, 
sampled log-uniformly between 1 and 100 ms from masker oNset to signal onset. All onsets 
and oNsets had 12-ms ramps. The signal level was sampled uniformly between -20 and 100 
dB SPL. Detection thresholds were estimated for diNerent combinations of frequency (125, 
250, 500, 1000, 4000 Hz), masker level (unmasked, 20, 40, 50, 60, 70, 80, and 90 dB SPL), 
and masker-to-signal delay (4, 8, 16, and 32 ms) by evaluating the classifier on signal levels 
from 0 to 120 dB SPL in 5-dB steps (50 trials per condition). Masking in dB was calculated as 
the diNerence between masked and unmasked thresholds. To prevent infinite masking 
values in the deterministic model, in which absolute audibility is limited only by numerical 
precision, unmasked thresholds were lower bounded by the ISO 226:2003 hearing 
thresholds. Human masking values were taken from ref.50. 
 
Forward, backward, and combined nonsimultaneous masking. This experiment 
measured the eNect of preceding and following sounds on the detectability of a brief tone. 
Training stimuli comprised two 650-ms intervals separated by 500 ms of silence. Both 
intervals contained identical broadband masking noise (0 to 9 kHz, presented at 40 dB/Hz 
SPL) but only one contained the signal (a 2-ms 6-kHz pure tone pip including 1-ms ramps). 
We estimated thresholds for seven conditions: no masking, simultaneous masking (signal 
centered in a 400-ms masker), forward masking alone (signal placed after a 200-ms 
masker), backward masking alone (signal placed before a 200-ms masker), combined 
forward and backward masking (signal placed between two 200-ms maskers) with 
symmetric delays (𝑡! = 𝑡"), and two combined masking conditions with asymmetric delays. 
In the two asymmetric conditions, either the pre- or post-signal delay was increased by 20 
ms (𝑡! = 𝑡" + 20 ms or 𝑡" = 𝑡! + 20 ms). The smaller delay was sampled uniformly between 
-11 and 100 ms, with negative delays indicating that the signal overlapped the masker. The 
signal level was sampled uniformly between 0 and 120 dB SPL. Thresholds were estimated 
at 14 delays between 0 and 100 ms by evaluating the classifier on signal levels from 0 to 120 
dB SPL in 5-dB steps (50 trials per condition). Human thresholds were taken from ref.51. To 
simplify presentation, thresholds for the asymmetric masking conditions are not shown in 
Fig. 7g but were included in all summary metrics. 
 
Forward masking with broadband noise. This experiment measured the eNect of preceding 
noise bursts on the detectability of a brief tone. Training stimuli comprised two 800-ms 
intervals separated by 400 ms of silence. Centered in each interval was a 200-ms broadband 
(0 to 8 kHz) noise masker with level sampled uniformly between 10 and 90 dB SPL. Only one 
interval contained the signal, a 10-ms 4-kHz pure tone pip including 5-ms ramps. The signal 
level was sampled uniformly between -20 and 100 dB SPL and the signal onset was delayed 
relative to the masker oNset. Masker-to-signal delays were sampled uniformly between -50 
and 200 ms. Thresholds were estimated at masker levels of 40, 60 and 80 dB SPL and 13 
delays between -20 and 150 ms by evaluating the classifier on signal levels from -20 to 100 
dB SPL in 5-dB steps (50 trials per condition). Human thresholds were taken from ref.52. 
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Forward masking with on- and o?-frequency pure tones. This experiment measured the 
eNect of preceding pure tones on the detectability of a brief tone. Training stimuli were 
identical to those in the previous experiment except the broadband noise maskers were 
replaced with either on-frequency (4 kHz, matching the signal frequency) or oN-frequency 
(2.4 kHz) pure tones. Human thresholds were taken from ref.52, which repeated the 
experiment of ref.59. Thresholds were estimated for both maskers at 9 levels between 10 and 
90 dB SPL and at delays of 0, 10, and 30 ms by evaluating the classifier on signal levels from 
-20 to 100 dB SPL in 5-dB steps (50 trials per condition). 
 
Critical band masking patterns. This experiment measured the eNect of concurrent noise 
on the detectability of pure tones. Training stimuli comprised two 1-s intervals of bandlimited 
masking noise presented at 31 dB/Hz SPL with up to ±5 dB of level roving. The low frequency 
cutoN and bandwidth of the noise were sampled log-uniformly from 400 to 10,000 Hz and 
200 to 4000 Hz, respectively. The task was to detect a 1-s pure tone (including 25-ms ramps) 
added to one of the intervals. The tone frequency was sampled log-uniformly from 500 to 
8000 Hz. For evaluation, the masker level (31 dB/Hz SPL) and low frequency cutoN (3030 Hz) 
were fixed. Signal detection thresholds were estimated for masker bandwidths of 60, 84, 
104, 175, 288, 470, 720, and 1220 Hz and 21 log-spaced tone frequencies between 2400 and 
4800 Hz by evaluating the classifier on signal levels from 0 to 80 dB SPL in 2-dB steps (50 
trials per condition). Human thresholds were taken from ref.53. 
 
Psychophysical tuning curves. This experiment measured the level of concurrent 
narrowband noise required to mask pure tones at diNerent frequencies. Training stimuli 
comprised two 220-ms narrowband (25-Hz wide) noise intervals separated by 500 ms. The 
signal to detect was a 20-ms pure tone pip (including 10-ms ramps) added to one of the 
maskers. The signal frequency was either 500, 1000, 2000, or 4000 Hz presented at a fixed 
43, 52, 54.5, or 53 dB SPL, respectively, to match the mean of two human psychophysical 
tuning curves from ref.54. The narrowband masker level was sampled uniformly between 0 
and 120 dB SPL. Continuous notched noise was added to all trials to reduce oN-frequency 
listening. For each signal frequency (𝑓) the noise spanned 0.6 ⋅ 𝑓 to 1.4 ⋅ 𝑓 with a notch 
between 0.925 ⋅ 𝑓 and 1.075 ⋅ 𝑓. Notched-noise levels were -7.5, -0.5, 5, and 1 dB/Hz SPL for 
the four frequencies. These levels were 10 dB lower than those used for the human listeners, 
which was necessary to measure tuning curves from our peripheral and untrained model 
variants. Tuning curves for the ecologically and psychoacoustically optimized models were 
unaNected by this modification. Classifiers were evaluated on narrowband masker levels 
from 0 to 120 dB SPL in 5-dB steps (100 trials per condition). For statistical analyses, human 
and model tuning curves at each frequency were converted to dB SNR by subtracting the 
threshold masker level from the signal level, ensuring that lower thresholds always 
corresponded to better performance. 
 
Sinusoidal and narrowband masking patterns. This experiment measured how 
simultaneous masking varied with signal frequency and masker level. Separate linear 
classifiers were trained to detect either pure tones or narrowband (80-Hz wide) noise signals. 
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Both signals were masked by either 1-kHz pure tones or narrowband (940 to 1040 Hz) noise. 
Training stimuli comprised two 220-ms masker intervals separated by 500 ms of silence. The 
220-ms (including 10-ms ramps) signal was added to one of the maskers. Masker levels were 
sampled from no masker (unmasked condition), 45, 65, and 85 dB SPL. Signal frequency was 
sampled log-uniformly between 125 and 8000 Hz and signal level was sampled uniformly 
between 0 and 100 dB SPL. For tone-on-tone masking trials, the signal and masker tone 
always started 90° out of phase. Thresholds were estimated for all signal-masker pairings, at 
each masker level, and at 11 signal frequencies between 250 and 4000 Hz by evaluating the 
classifier on signal levels from -20 to 120 dB SPL in 5-dB steps (50 trials per condition). 
Human thresholds were taken from ref.55. 
 
Pure tone frequency discrimination. Sensitivity to frequency diNerences was measured as 
a function of pure tone frequency with three diNerent paradigms: frequency change 
detection, up/down frequency discrimination, and frequency modulation detection. We 
trained 21 separate classifiers to perform each task at seven reference frequencies: 250, 
500, 1000, 2000, 4000, 6000, and 8000 Hz. For the change detection task, training stimuli 
comprised two 530-ms intervals separated by 300 ms. Each interval contained two 240-ms 
pure tones (including 20-ms ramps) separated by 50 ms. In one interval both tones had the 
same frequency (𝑓). In the other interval, the tones had diNerent frequencies (𝑓 and 𝑓 + ∆𝑓). 
The task was to report which interval included the frequency change. For the up/down 
discrimination task, two intervals each contained a single 240-ms pure tone (including 20-
ms ramps), one with frequency f and the other with frequency 𝑓 + ∆𝑓. The task was to report 
which interval had the higher frequency. For the modulation detection task, one interval 
contained a 1-s pure tone, and the other contained a 1-s frequency-modulated tone 
(including 50-ms ramps). The frequency of the modulated tone varied sinusoidally around 
the pure tone frequency (𝑓) with a peak-to-peak amplitude of ∆𝑓 and a modulation rate of 2, 
5, or 10 Hz. To prevent classifiers from exploiting low-level artifacts from pure tone frequency 
modulation, trials were band-pass filtered and included continuous Gaussian noise (0 
dB/Hz SPL). For all three paradigms, 𝑓 was sampled uniformly within ±0.5 octaves of the 
reference frequency and the frequency Weber fraction ∆𝑓/𝑓 was sampled log-uniformly 
between 5e-4 and 5e-1. Training trials also included ±5 dB of level roving across intervals. 
Thresholds for each task were estimated at each reference frequency by evaluating the 
classifier on 43 values of ∆𝑓/𝑓 log-spaced between 5e-8 and 5e-1 (100 trials per condition). 
Human thresholds for all three experiments were taken from ref.57. 
 
Formant frequency discrimination. This experiment measured sensitivity to diNerences in 
the spectral envelopes of vowel sounds. Training stimuli comprised two 160-ms intervals 
(including 5-ms ramps) separated by 160 ms of silence. One interval contained a synthetic 
vowel, and the other contained the same vowel with the first or second formant frequency 
shifted up or down. Ten distinct vowels were synthesized using a source-filter model with 
standard formant frequencies and bandwidths (following ref.56). Vowel F0s were sampled 
log-uniformly between 100 and 400 Hz. Four classifiers were trained separately to detect 
upward or downward shifts in either the first or second formant. During training, frequency 
shifts, quantified as Weber fractions (∆𝑓/𝑓) relative to the standard formant frequency, were 
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sampled log-uniformly between 5e-3 and 5e-1. Thresholds for each vowel, formant, and 
direction were estimated by evaluating the classifiers on 25 log-spaced values of ∆𝑓/𝑓 
between 5e-5 and 5e-1 (100 trials per condition). Thresholds were averaged across the two 
shift directions and compared to human data from ref.56. 
 
F0 discrimination. This experiment measured sensitivity to diNerences in the F0 of complex 
tones. Training stimuli comprised two 500-ms harmonic complex tone intervals (including 
30-ms ramps) separated by 500 ms. The two complex tones had the same spectral envelope 
but diNerent F0s (𝐹0#$%  and 𝐹0#$% + Δ𝐹0). The task was to report which interval had the 
higher F0. For a given trial, there were two possible spectral envelopes: a low spectral region 
(imparted by a 4th-order band-pass filter with a -3 dB passband of 2.5 to 3.5 kHz) and a high 
spectral region (-3 dB passband of 5 to 7 kHz). For low spectral region trials, 𝐹0#$%  was 
sampled from 50, 75, 100, 150, 200, and 300 Hz. For high spectral region trials, 𝐹0#$%  was 
sampled from 100, 150, 200, 300, 400, and 600 Hz. All trials were presented in continuous 
noise with a flat 15 dB/Hz SPL spectrum level below 600 Hz and a 2-dB/octave roll-oN above 
600 Hz. Individual harmonic components were scaled to 48.3 dB SPL (15 dB SL for human 
listeners) before filtering. The nominal lowest harmonic number in each complex was 
defined as the first harmonic attenuated less than 15 dB by the band-pass filter. Harmonics 
were combined in either sine or random phase on each trial. During training, the Weber 
fraction Δ𝐹0/𝐹0#$%	was sampled log-uniformly between 1e-5 and 1. Thresholds were 
estimated for each spectral region, 𝐹0#$%, and harmonic phase condition by evaluating the 
classifier on 37 log-spaced Δ𝐹0/𝐹0#$%values between 1e-6 and 1 (100 trials per condition). 
Human thresholds were taken from ref.58. 
 
Amplitude modulation detection. These experiments measured sensitivity to fluctuations 
in sound amplitude across time. Training stimuli comprised two 1-s observation intervals, 
each including 200-ms ramps. Both intervals contained the same noise or tone carrier, and 
the task was to detect a sinusoidal amplitude modulation imposed on one of the intervals. 
Separate classifiers were trained for eight diNerent carriers across two experiments. The first 
experiment examined the eNect of carrier bandwidth, comparing broadband noise (0 to 6 
kHz), a 5-kHz pure tone, and three narrowband noise conditions (3, 31, and 314-Hz wide, 
each centered at 5 kHz). The second experiment fixed the carrier bandwidth (50-Hz wide, 
centered at 5 kHz) and examined the eNect of carrier envelope statistics, comparing 
Gaussian noise, multiplied noise, and low-noise noise conditions. Multiplied noise was 
generated by multiplying a 5 kHz sinusoid with a low-pass (0 to 25 Hz) Gaussian noise 
modulator. Low-noise noise was generated from bandlimited Gaussian noise by repeatedly 
dividing the waveform by its Hilbert envelope and re-imposing its original 50-Hz bandwidth 
in the frequency domain (10 iterations). For the broadband noise condition, stimuli were 
presented at 77 dB SPL, and the modulation rate was sampled log-uniformly between 2 and 
2000 Hz. For the seven other conditions, stimuli were presented at 65 dB SPL, and the 
modulation rate was sampled log-uniformly between 2 and 200 Hz. During training, 
modulation depths were sampled uniformly between -30 and 0 dB. Thresholds were 
estimated for each carrier as a function of modulation rate by evaluating the classifiers on 
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modulation depths from -40 to 0 dB in 1-dB steps (100 trials per condition). Human 
thresholds for the bandwidth experiment were taken from ref.29 (broadband condition) and 
ref.4 (narrowband conditions). Human thresholds for the noise type experiment were taken 
from ref.31. 
 
Amplitude modulation masking. This experiment measured the masking of sinusoidal 
amplitude modulation by concurrent modulation. Training stimuli comprised two 600-ms 
observation intervals separated by 500 ms of silence. Both intervals contained broadband 
(1 to 4 kHz) noise carriers sinusoidally amplitude modulated at the same masker modulation 
rate. The task was to detect an additional target modulation imposed on one of the intervals. 
Separate classifiers were trained to detect target modulation rates of 4, 16, 64, and 256 Hz. 
The masker modulation rate was sampled uniformly within ±2 octaves of the target 
modulation rate. The masker modulation depth was fixed at -10 dB, and the target 
modulation depth was sampled uniformly between -30 and 0 dB. Thresholds for each target 
modulation were estimated as a function of masker modulation rate by evaluating the 
classifiers on target modulation depths from -40 to 0 dB in 1-dB steps (100 steps per 
condition). Human thresholds were taken from ref.32. 
 
Spectral modulation detection. This experiment measured sensitivity to fluctuations in 
sound amplitude across the frequency dimension. Training stimuli comprised two 400-ms 
bandlimited noise intervals (including 10-ms ramps) separated by 400 ms of silence. The 
noise in both intervals had the same frequency band, sampled from 200-400, 400-800, 800-
1600, 1600-3200, 3200-6400, 6400-12800, 200-800, 800-3200, 3200-12800, 200-1600, 
1600-12800, and 200-12800 Hz. One interval had a flat spectral envelope presented at 35 
dB/Hz SPL. The other had a sinusoidal spectral envelope with a modulation rate sampled 
from 1/4, 1/3, 1/2, 1, 4/3, 3/2, 2, 3, 4, 5, 7, and 10 cycles per octave, a peak-to-valley 
modulation depth sampled uniformly between 0 and 20 dB, and a random starting phase. 
Modulation rate sampling was constrained such that the noise bandwidth contained at least 
1.5 modulation cycles. Presentation levels within trials were roved by up to ±5 dB. 
Modulation detection thresholds were estimated for all combinations of noise band and 
spectral modulation rate by evaluating the classifier on modulation depths from 0 to 20 dB 
in 1-dB steps (100 trials per condition). Human thresholds were taken from ref.33. 
 
Spectral modulation masking. This experiment measured the masking of spectral 
modulation by concurrent modulation. Stimuli were similar to the previous experiment, 
except an additional “masker” spectral modulation was added to both intervals. The masker 
spectral modulation had a fixed depth of 15 dB and a rate that was chosen at random from 0 
(unmasked condition), 1, 3, or 5 cycles per octave. The target spectral modulation rate was 
sampled log-uniformly between 0.2 and 20 cycles per octave with a depth sampled 
uniformly between 0 and 25 dB. Thresholds were estimated as a function of target 
modulation frequency for three noise bands (200-12800, 800-1600, and 6400-12800 Hz) and 
four masker modulation rates by evaluating the classifier on target modulation depths of 0 
to 25 dB in 1-dB steps (100 trials per condition). Human thresholds were taken from ref.35. 
 



 35 

Spectrotemporal modulation detection. This experiment measured sensitivity to 
fluctuations in sound amplitude across time and frequency. Training stimuli comprised two 
1-s observation intervals, each including 10-ms ramps. One interval contained a broadband 
noise carrier constructed by summing 1000 random-phase pure tones with frequencies log-
spaced from 140 to 7,340 Hz. The other interval contained the same carrier with a sinusoidal 
spectrotemporal modulation imposed. The spectrotemporal modulation was parametrized 
with a spectral modulation rate (sampled from 0.25, 0.5, 1, 2, 4, and 8 cycles per octave), a 
temporal modulation rate (sampled from ±1, ±2, ±4, ±8, ±16, ±32, ±64, and ±128 Hz), and a 
modulation depth (sampled uniformly between -30 and 0 dB, with 0 dB corresponding to 
100% modulation). The sign of the temporal modulation rate determined the orientation of 
the spectrotemporal ripple, with negative rates corresponding to downward moving ripples. 
Presentation levels were sampled independently for the two intervals between 60 and 80 dB 
SPL. Modulation detection thresholds were estimated for all combinations of spectral and 
temporal modulation rates by evaluating the classifier on modulation depths from -40 to 0 
dB in 2-dB steps (100 trials per condition). Human thresholds were taken from ref.34. The 
stimuli in the human experiment were constructed using only 92 tones. We increased this 
number to 1000 to prevent classifiers from exploiting spectral aliasing artifacts96. 
 
Spectrotemporal modulation masking. This experiment measured the masking of 
spectrotemporal modulation by concurrent modulation. Training stimuli comprised two 
500-ms observation intervals (including 25-ms ramps) separated by 500 ms of silence. Both 
intervals contained broadband noise (constructed by summing 541 random-phase pure 
tones with frequencies between 8 and 5200 Hz) with the same masker spectrotemporal 
modulation imposed. The task was to detect an additional target spectrotemporal 
modulation imposed on one of the intervals. Separate classifiers were trained to detect four 
target modulations with respective spectral and temporal modulation rates (in cycles per 
octave, Hz) of (1, -8), (1, +8), (0.5, +4), and (1, +16). Target modulation depth ranged from -30 
to 0 dB. Masker spectral and temporal modulation rates were randomly sampled for each 
trial. For each target modulation, thresholds were estimated for 25 combinations of masker 
spectral and temporal modulation rates surrounding the target by evaluating the classifier 
on modulation depths from -40 to 0 dB in 2-dB steps (100 trials per condition). Human 
thresholds were taken from ref.36. 
 
Interaural correlation discrimination. This experiment measured sensitivity to the 
correlation between sound waveforms at the two ears. Training stimuli comprised two 300-
ms intervals (including 15-ms ramps) separated by 100 ms of silence. Both intervals 
contained noise presented at 75 dB SPL with a bandwidth sampled log-uniformly between 1 
and 10,000 Hz. For bandwidths below 1000 Hz, the noise was centered at 500 Hz. For larger 
bandwidths, the noise was low-pass. In one interval, the noise was generated independently 
for the left and right ear, producing a reference interaural correlation of 0. In the other 
interval, the interaural correlation was sampled uniformly between 0 and 1. Given 
independent noise waveforms 𝑥! and 𝑥", an interaural correlation 𝑐 was achieved by 
presenting 𝑥! to the left ear and 𝑐 ⋅ 𝑥! + √1 − 𝑐" ⋅ 𝑥"	to the right ear. The task was to report 
which interval had the higher interaural correlation. A separate classifier was trained with a 
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reference interaural correlation of 1. In this case, the task was to report which interval had 
the lower interaural correlation. Thresholds were estimated for bandwidths of 3, 10, 40, 115, 
1000, and 4500 Hz by evaluating the classifiers on 101 log-spaced interaural correlation 
diNerences between 1e-5 and 1 (100 trials per condition). Human thresholds were taken 
from ref.40. 
 
Interaural level di?erence discrimination. This experiment measured sensitivity to level 
diNerences between the two ears. Training stimuli comprised two 500-ms pure tone intervals 
(including 15-ms ramps) separated by 500 ms of silence. The frequency on each trial was 
sampled log-uniformly between 100 and 10,000 Hz. Stimuli were presented at 70 dB SPL 
with up to ±5 dB level roving across intervals. Each trial was parametrized by two interaural 
level diNerences (ILDs): a reference (𝐼),	sampled uniformly from 0 to 15 dB, and a delta (∆𝐼), 
sampled uniformly from ±15 dB. The tones in the two intervals had ILDs equal to 𝐼 ± (∆𝐼/2). 
The task was to report which interval had the larger ILD, with positive ILDs favoring the right 
ear. Thresholds were estimated at five frequencies (200, 500, 1000, 2000, and 5000 Hz) and 
three reference ILDs (0, 9, and 15 dB) by evaluating the classifier on 25 log-spaced ∆𝐼 
magnitudes between 0.01 and 10 dB (100 trials per condition). Human thresholds were 
taken from ref.37. 
 
Interaural time di?erence discrimination. This experiment measured sensitivity to time 
delays between the two ears. Training stimuli comprised two 500-ms pure tone intervals 
(including 100-ms ramps) presented at 70 dB SPL and separated by 400 ms of silence. The 
frequency on each trial was sampled log-uniformly between 200 and 2000 Hz. The two 
intervals had interaural phase diNerences (IPDs) of ±∆𝐼𝑃𝐷/2, where ∆𝐼𝑃𝐷 was sampled 
uniformly between 0 and 2π. The task was to report which interval had the positive right-
leading IPD. Thresholds were estimated at frequencies of 250, 500, 700, 800, 900, 1000, 
1200, 1250, 1300, 1350, and 1400 Hz by evaluating the classifier on 49 log-spaced ∆𝐼𝑃𝐷s 
between 0.0001 and 1 (100 trials per condition). Threshold ∆𝐼𝑃𝐷s were converted to ∆𝐼𝑇𝐷s 
and compared with human thresholds from ref.38. 
 
Envelope interaural time di?erence discrimination. This experiment measured sensitivity 
to time delays between the envelopes of sounds presented to the two ears. Training stimuli 
comprised two 300-ms tone intervals (including 20-ms ramps) and separated by 400 ms of 
silence. Stimuli were presented at 75 dB SPL. Each trial contained either pure tones, 
sinusoidally amplitude-modulated (SAM) tones, or transposed tones. For SAM and 
transposed tones, carrier frequencies were sampled log-uniformly between 2828 and 
14,142 Hz and envelope frequencies were sampled log-uniformly between 23 and 1448 Hz. 
Pure tone frequencies were sampled from the same range as the envelope frequencies. One 
interval contained no IPD, whereas the other contained an IPD sampled uniformly between 
0 and π. For SAM and transposed tones, the IPD was imposed only on the temporal envelope. 
For pure tones, the IPD was imposed on the fine structure. IPD detection thresholds were 
estimated for SAM and transposed tones with carrier frequencies of 4, 6, and 10 kHz and 
envelope / pure tone frequencies of 32, 64, 128, 256, 512, and 1024 Hz by evaluating the 
classifier on 49 log-spaced IPDs between 0.0001 and 1 (100 trials per condition). Threshold 
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IPDs were converted to ITDs and compared to human thresholds from ref.39. The human 
study did not measure thresholds at 1024 Hz; however, because models exhibited envelope 
ITD sensitivity at high frequencies, we included this condition and extrapolated human pure 
tone thresholds from ref.38. SAM and transposed-tone thresholds were assumed to remain 
unmeasurably high. 
 
Minimum audible angles. This experiment measured sensitivity to diNerences in the 
horizontal direction from which sounds were presented. Training stimuli comprised two 
successive 1-s pure tones, each including 70-ms ramps. The tones had the same frequency, 
sampled log-uniformly between 200 and 12,500 Hz, but were presented at diNerent 
azimuths in the right frontal hemifield. One tone was presented at a reference azimuth (𝜃), 
randomly chosen from 0, 30, 45, 60, and 75°, and the other at 𝜃 + Δ𝜃, with Δ𝜃 sampled log-
uniformly between 0.5° and 50° subject to 𝜃 + Δ𝜃 ≤ 90°. The task was to report which tone 
was farther to the right. Tones were presented at 50 dB SL and spatialized using linearly 
interpolated KEMAR HRTFs, measured every 5° in azimuth at 0° elevation. Thresholds were 
estimated at 13 frequencies between 250 and 10,000 Hz for each reference azimuth by 
evaluating the classifier on 31 log-spaced Δ𝜃 values between 0.05 and 0.5 (100 trials per 
condition). Human thresholds were taken from ref.41. 
 
Binaural masking level di?erences. Four experiments measured the eNects of interaural 
phase on the detectability of tones in noise. In each experiment, training stimuli comprised 
two intervals containing masking noise (𝑁), one of which also contained a signal tone (𝑆). 
 
The first experiment measured signal-in-noise detection thresholds as a function of 
frequency and interaural phase. The signal was a 1-s pure tone, including 30-ms ramps, with 
frequency sampled log-uniformly between 80 and 6000 Hz. The masker was broadband 
noise spanning 0 to 7 kHz and presented at 59.1 dB/Hz SPL. Signal level was sampled 
uniformly between 50 and 100 dB SPL. On each trial, masking noise was presented either 
identically to the left and right ear (𝑁&) or 180° out of phase between the ears (𝑁'). The signal 
was presented identically to the two ears (𝑆&), 180° out of phase (𝑆'), or monaurally to a 
random ear (𝑆(). Thresholds were estimated for all six pairings of signal and masker phase 
at signal frequencies of 100, 200, 500, 1000, 2000, and 5000 Hz by evaluating the classifier 
on signal levels from 40 to 110 dB SPL in 2.5-dB steps (50 trials per condition). Human 
thresholds were taken from ref.42. 
 
The second experiment measured signal-in-noise detection thresholds for pure tones as a 
function of interaural phase, signal frequency, and masker bandwidth. Signal frequency was 
sampled log-uniformly between 100 and 10,000 Hz. The masker was centered at the signal 
frequency with a bandwidth sampled log-uniformly between 1 and 10,000 Hz. A 350-ms 
signal (including 50-ms ramps) was centered in one of two 450-ms masker intervals at an 
SNR sampled uniformly between -30 and +15 dB. Both intervals were presented at 70 dB 
SPL. 𝑁&𝑆&, 𝑁'𝑆&, and 𝑁&𝑆'  thresholds were estimated for signal frequencies of 125, 250, 500, 
1000, 2000, and 4000 Hz and masker bandwidths of 5, 10, 25, 50, 100, 250, 500, 1000, 2000, 
4000, 8000 Hz, subject to the constraint that masker bandwidth did not exceed twice the 
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signal frequency, by evaluating the classifier on SNRs from -45 to +15 dB in 3-dB steps (50 
trials per condition). Human thresholds were taken from ref.43. 
 
The third experiment measured signal-in-noise detection thresholds for pure and 
transposed tones as a function of interaural phase and masker bandwidth. The five possible 
signals were pure tones at 125, 250, or 4000 Hz and transposed tones with 125- or 250-Hz 
envelopes imposed on a 4000-Hz carrier. Masker bandwidth was sampled log-uniformly 
between 1 and 1000 Hz, centered at the signal frequency. Durations, SNRs, and presentation 
levels matched those of the previous experiment.	𝑁&𝑆&, 𝑁'𝑆&, and 𝑁&𝑆'  thresholds were 
estimated for each signal at masker bandwidths of 5, 10, 25, 50, 100, 250, and 500 Hz by 
evaluating the classifier on SNRs from -45 to +15 dB in 3-dB steps (50 trials per condition). 
Human thresholds were taken from ref.44. 
 
The fourth experiment measured signal-in-noise detection thresholds for a 500-Hz pure tone 
as a function of masker interaural correlation and signal interaural phase. The signal duration 
was 150 ms, including 25-ms ramps and the signal level was sampled uniformly between 40 
and 100 dB SPL. The masking noise spanned 100 to 3000 Hz and was presented at 50 dB/Hz 
SPL. Thresholds were estimated for 𝑆& and 𝑆'  signals in masking noise with interaural 
correlations of 0, ±0.25, ±0.5, ±0.65, ±0.8, ±0.9, and ±1 by evaluating the classifier on signal 
levels from 40 to 110 dB SPL in 2.5-dB steps (100 trials per condition). Human thresholds 
were taken from ref.45. 
 
Error bars 
 
Error bars in Fig. 1 and Supplementary Fig. 1 indicate ±1 standard error of the mean. For 
human results, standard errors were computed across participants. For model results, 
standard errors were computed by bootstrapping across trials. Because the model was 
evaluated on large numbers of trials, the model standard errors were low, often much 
smaller than the plot markers. For this reason, model error bars are not shown for individual 
psychoacoustic thresholds (Figs.  5-8). Human error bars are not shown because individual 
participant data was not available for most of the psychoacoustic experiments (because the 
data were sourced from figures in the original papers). 
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Supplementary Figure 1. The fully deterministic model optimized for ecological hearing 
tasks exhibits human-level sound localization and recognition task performance. (a) 
Comparison of human and model localization performance, assessed by measuring mean 
absolute azimuth, elevation, and spherical error as a function of signal-to-noise ratio. (b) 
Comparison of human and model word recognition accuracy across 69 background noise 
conditions. (c) Human and model word and voice recognition accuracy measured using 
speech from familiar talkers whose voice has been F0-shifted. (d) Comparison of human and 
model environmental sound recognition performance across 51 diNerent sound classes. (e) 
Human and model speech reception thresholds, measured as a function of the spatial 
separation between speech and noise in three acoustically distinct rooms. Human-model 
similarity for each task is quantified using Pearson (r) and Spearman (r) correlation 
coeNicients. Human data in (a), (b), and (c) are from ref.17. Human data in (d) and (e) are from 
refs.25,27, respectively. Error bars indicate ±1 s.e.m. 
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Supplementary Figure 2. Additional modulation masking experiments. (a) Spectral 
modulation detection thresholds measured in the presence of diNerent masker spectral 
modulations (diNerent lines) imposed on diNerent carrier noise bands (diNerent rows). (b) 
Spectrotemporal modulation detection thresholds measured for diNerent combinations of 
target and masker modulations. Rows correspond to four diNerent target spectrotemporal 
modulations. Masker spectrotemporal modulations are specified along the x-axis (temporal 
modulation rates) and the diNerent lines (spectral modulation rates). 
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Supplementary Figure 3. Additional binaural masking level di\erence experiments. (a) 
Binaural tone-in-noise detection thresholds measured as a function of pure tone frequency, 
masker bandwidth, and interaural phase condition. The interaural phase of the noise (N) and 
signal (S) are each denoted with subscripts: 0 = in phase between the ears, π = 180° out of 
phase. (b) Analogous thresholds measured for pure tones and transposed tones with 4000 
Hz carrier frequencies. (c) Binaural masking level diNerences (BMLDs) measured as a 
function of masker interaural correlation. BMLDs indicate the change in detection threshold 
relative to the 𝑆& condition with a masker interaural correlation of one. Median model-to-
human threshold ratios and human-model Spearman correlation coeNicients (r) are 
computed across the stimulus conditions within each experiment. 
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Supplementary Figure 4. Nonsimultaneous masking experiments. (a) Forward-masked 
pure tone detection thresholds measured as a function of frequency (diNerent rows), masker 
levels (diNerent lines), and the temporal separation between the masker oNset and the 
signal onset (x-axis). (b) Detection thresholds for a 6000-Hz pure tone pip as a function of 
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the temporal separation between signal and masker. In the backward masking condition, the 
masker occurs after the signal. In the forward masking condition, the masker occurs before 
the signal. In the combined masking condition, maskers occur both before and after the 
signal. (c) Forward-masked detection thresholds for a 4000-Hz pure tone as a function of 
masker-to-signal delay for three diNerent levels of broadband noise masker. (d) Forward-
masked detection thresholds for a 4000-Hz pure tone as a function of masker level and delay 
for on- and oN-frequency pure tone maskers (4000 and 2400 Hz, respectively). 
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Supplementary Figure 5. Simultaneous masking experiments. (a) Pure tone detection 
thresholds measured in the presence of masking noise whose low frequency cutoN was fixed 
at 3030 Hz and whose bandwidth varied. (b) Psychophysical tuning curves show the level of 
narrowband noise needed mask a pure tone with frequency 500, 1000, 2000, or 4000 Hz. The 
narrowband noise was 25-Hz wide and centered at the frequency plotted on the x-axis. (c) 
Sinusoidal and narrowband noise masking patterns. In this masked detection experiment, 
the signal and the masker were each either a pure tone or an 80-Hz wide narrowband noise. 
The four possible signal-masker pairings are shown in the four rows. The masker was always 
centered at 1 kHz and signal detection thresholds were measured as a function of signal 
center frequency for three masker levels. The amount of masking was computed as the 
threshold increase relative to unmasked detection. 
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Supplementary Figure 6. Remaining psychoacoustic experiments. (a) Pure tone 
detection thresholds as a function of frequency. (b) Pure tone intensity discrimination 
thresholds as a function of sensation level. (c) Duration discrimination thresholds as a 
function of stimulus condition and duration. (d) Temporal gap detection thresholds for 
broadband noise as a function of sound level. (e) Temporal gap detection thresholds for 
narrowband noise as a function of center frequency and bandwidth. (f) Formant frequency 
discrimination thresholds for the first and second formants of ten vowels as a function of 
formant frequency. (g) Frequency discrimination thresholds measured as a function of 
frequency with three diNerent tasks: frequency change detection (DLC), up/down frequency 
discrimination (DLF), and frequency modulation detection (FMDL). Frequency modulation 
detection thresholds were measured for three diNerent frequency modulation rates. (h) 
Complex tone F0 discrimination thresholds as a function of spectral region, lowest harmonic 
number, and harmonic phase. The low (2.5 to 3.5 kHz) and high (5 to 7 kHz) spectral regions 
had fixed passbands, and the lowest harmonic number was varied by changing F0. 
 


